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first exascale supercomputer, some were a little ahead of their time
and may have an impact in the coming years, and othgiraply

did not pan out. Inthis paper, we provide a retrospectivd¥1D U s
nearly decaddongresearch journegovering how we tried to pre-

ABSTRACT
The pace ofadvancement ofhe top-end supercompurs histori-
cally followed an exponential curve similar to (and driven in part

by ) Mo gl‘r S(ﬁ_oltlyalztdr(l?imnghthe petaflo_pl) mark,the COT' dict the architecture of a supercomputer a decade into the future,
munity started looking ahead to the next milestone: Ecale what we got right, what we got wrongand some ofhe insights

However, many obstacles were alregtﬂ;,omlng on the horizon and IeErninv%s that we giscovered alon%the way
such as the slowing of Moor eduds aw, an ot her I'i"k e

Dennard Scaling had alreadgrrived. Anticipating significant C C EONCEPTS

challenges for the overalhigh-performance computingHPQ  yHardware~Very large scale integration desidsComputer sys-

community to achieve the next 100@mprovement, the U.S. De- tems organization~Architectures~Parallel architecturel’ Net-

partmentof Energy(DOE)launched the Exascale Computing Pro- \yorks~Network components~Logical nodes

gram to enable and accelerate fundamental reseaachoss the

many technologesneeded to achievexascale computing. KEYWORDS

Exas HPIChi oer f or mances wpenrpaud mmugt, i n
Fronmemochijplets, het erogeneous c
processi mgstwemirtch

the end o

AMD had the opportunity tacontribute tothe so-called3Forwardyr
programs from the DOE, which wera series ofpublic-private
partnerships focusedon research and caesign activitiesovering
compute architectures, interconnects, memory systems, chiplets] |ntroduction

and packagingsoftware stacks, applicationand more. Some of Supercomputing or high-performance computingHPC) has

the research from these programs can now be found t h e  WRdnlai%He Beart ofna n y of tshientfiiscovedes for
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Fueled by Mooreus Law and ofhe echnol ggi.cal i nhavations
over the years, the growth in the computational capabilities of the [cr e a: E ' GaNo ;rpés;["f‘emo 4 Bt
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trend, for example, as measured b@P500 LINPACK performance Codes@gnitical Technologpeadin
[96]. This has taken the HPC community through multipgener- 2012 2013 2014/ 2015 2016 2017 2018/ 2019 2020 2021
ations of supercomputers with key milestones demarcated by €]
crossing the teraflopTF, 102 doubleprecision(DP)floating point
operations per secon(FLOPS)thresholdand then petaflopRF, Del i very Date 2012020
10'°DP FLOPSpvels of performancgl9]. The nexttargetwasto 5. . ¢ oy manc e 100P0F LI NPACK

; 30PF o#estpoeci fied aj
break the exaflopEF,10!® DP FLOPS) barrigibut by the early

2010sthere were already multiplevarning signsof the slowing Power Consumpti o12MW
down of technologyimprovementssuch as the end of Dennard Meémory Cé&maNMRAM 12BB
scaling[26, c hal | enges with ma[r2jthai Node Memory Band)4Tes
Memory Wall[102], increasing power consumption, and more Node Interconnec 40GHs

1.1 The View from 20 12 (b)

R : ' Figure 1. (a) Exascale timeline and (b) system objectivesfrom
Anticipating these growing concerns, the United States the 2011 U.S. DOE exascale research and development Re
Department of Energy (DOE) launched an aggressive program toquest for Information

identify potential technologies that would be needed to enable the
continued progress of U.S. supercomputing capabilities toward the® X
exaflop level and beyond. Of additional concern was not justpower_ bill alone . . .
whether the necessary technologies could be developed, but also A Interesting attribute of therequirements isin the system
whether broader commercial priorities (i.e., outside of the HpcMmemory _capacny targets. While 1_28_PB (for the entire systgm) ISa
space) would deliver such technologies to the market on a timelinegSuPstantial amoun_t of memory, it isotable that pqr_n-vola_tlle
suitable for the DOEGs super cJWPY QNV%B') '%eép,ﬁcl&'ysc‘?‘"ed out as§p035|bllllyook|ng

In 2011, the DOE issued a Request for Information (RFI gckatthe computer architectre research enwronmentoftha.tera,
soliciting input on how a wide range of requirements for exascale his RFI came ouwhen the regeargh community was hlghly
technologies might possibly be met and what kinds of advancedconc_em‘_ad with thefeared to be) imminent end of DRAM scaling.
research efforts would beequired to enable it all17]. Figurel(a) A S|gn|f|_cant amom_mt of research effort was made by the
shows the originally envisioned timeline from the 2011 RFI Iookingcommumt_y to devise ways_to Ieverage_ enging NVRAM
forward to enabling exascale computingin the 20192020 technologies as an augmentation t an outright replacement of

timeframe. Figure1(b)reproducess o me of t he 2 0 fNfCORVENiqpA DRANDlY empory systeni62][86][103]
objectivesfor exascale systems in the target timeframeNot hese RFI exascalerequirements (€.g., performance power,
surprising is the performance target of 1000PF (an exaflop), but i{:apg_cn)) woqld likely n_ot be achlev_ed by hardware archlt_e cts
is worth noting that the DOEalso calls out an objective of 300PF deVisng solutionson their own. So whilenot visually captured in
on (to be determing) other workloads thatay not beas regular ~ F'9Urel, the DOE was very prescient placing a huge entmsis

or computationally intense a&INPACK [35]. This was early on the 'rddegsai _gor_1f£r Uichoe r e i_ n neededinol ogy
messaging from the DOEhat a supercomputer designed to be collaborate closely withscientists and technologists from the DOE

useful to a wide and diverse set of scientific users cannot onlyto resee_lrch and develore new technologies to support exa_sca]e
deliver raw FLOPS, but the machine must be baldrared continue computing. The workloads and usage njod_els (_’f the DOE sclentists
are not the same as broader commereipplications, and it was a

to deliver high levels of performancacrossa range of different C - X -
workload types (e.g., memory intensive, communication heavy,pr'or'ty for the DOE to avoid funding the development of solutis
that provided only marginal benefit to its HPC user base while

irregularly structured). A machine designed only to win on a lveri - ) p h ”
single benchmark would not be acceptable asauld have limited d_e |ver|ngd|§proport|onate_bene Its to other mgr _ets thaere not
directly funding or supporting the exascale mission.

broader scientific utility.
Another notable constraint is the 20 megawatt (MW) power 1.2 The View from 2023

limit. The DOErecognized early on that poweserformance The 2011 RFI timeline providedspeculative, forwardooking,

efficiency needed to be a top priority in any of these future systemsand perhaps aspirational roadmap for getting to exascale

There are multiple pactical reasons for this constraint beyond capabilities. Figure 2 shows a retrospective view of how events
environmental andsustainability concerns. Few facilities have the actua”y played out. To Support the required research and

power infrastructure to deliver tens of megawatts of pow@nd  development efforts to innovate and accelerate the necessary

note that the 20MW limit is only for the computational exascale technologies, the DOE funded a serieprofyrams
components and is not inakive of storage systems ofacility colloquially rebewaedi t Oprasnotume
infrastructure such as power delivgrand cooling) and the costs § g r war d U ) Phese gprogramss . were publiorivate

of upgrading facilities (if even possiblgiven the local capabilities  partnerships between the DOE ardrious technolog companies

of the electricity provider) for additional tens of megawatts of covering processors, memory, storagetworking, and software

Capacity would ke substantial. In addition to the Upfront faClIlty The FastForward, FastForward 2’ and PathForVVmugrams had
infrastructure impacta power consumptiomate in the megawatts

an cost the facilitymany millions of U.S.dollars per year for the



(references are provided later in the paper for thesnting more

.7 - detail. We hope that tlis paper provides theeaderwith mean-
ot vt ppe e e CWV% ingful, useful, and interestingnsightsinto our research processes
Aup madeam EEEEEIR e onip e and thinking, highlights areaseeding continued reseancefforts
E"“‘CTPU mMem for T‘R%O by the broader computer architecture communignd excites re-
2012 201% 2014 201 201¢ 2017 201¢€ 201¢ 202( 202 2027 202 searcher:{especially those jUSt starting OU@) continue pursuing
[ Fasirord  Fasirorward  pathrorvarh innovative work in compute architectureExascale computing is a
Desianrofpesignfarwara Efii*ﬁi. daras #lom0B 00 great achievement, but it is merely a milestone and not a destina-
CranPESelected tion. The technical challengegoing forward inwhat is nowthe
Figure 2. Timeline illustrating U.S.DOE exascaleR&D pro- postExascaleeraare only getting mordifficult, and we will col-
grams and milestones (bottom) and key AMD technology lectively need to harness the entie ¢ o m nuueativity gnd is-
introductions (top). novation!

more focus on the individual components (e.g., processors2 Initial Strategy for a Decade -long Program

memory) [1][7][8], whereas the DesignForward and AMD began iteexascaleollaborationwith the DOEthrough the

DesignForward 2 programs emphasizsdtemlevel concern$l3].  FastForward prograrfl][61]in 2012 The DOEhad shared its sys-

AMD was selected to participate in all five programs tem targets(Figure 1(b)), andnow it was up to us to defineour
The*Forwardprogramsalsoserved as an effective collaboration technical vision fora solution. How does one define research for

vehicle for AMD to work more closely wittsystem integrators.  a targetthat is nearly adecade away?

AMD designs and provides the componéatel technology (CPUs,

accelerators), buthe system integrators are the ones responsible 2.1 Known TeChnOIOQy

for building and deliveriny the overall completed supercomputing e started with whatwe already knew (although not neces-

sarily public information at the time) The trend toward general

system. The DesignForwal programs enabled AMD to gain ; ) .

critical insights into how our componestcould potentially be ~ PurPose GPU computing was alreadpderway in the industry,

assembled into a larger system, and the program facilitated key?d Sothe inclusion of accelerated computing asperformance

interactions and collaborations Wi the system integrators that €ndinewas a natural component to consider. In 2011 in the cli-
ent/consumer space, AMD had already launched its first acceler-

provided feedback forrefining and changing our component ) : g X
architectures. ated processing unit (APU) that architecturally and physically

The timeline inFigure2s hows t hat t he DOE §o@WPingd the%QPld anfl GRUJnjo p sipgle yinified enfity. The
standing up an exascale system in the 22020 timeframe was “PY approacfprovides a unifiedneémory spacéor both the CPU
not achieved The first official exascale score on th®F00came and GPU and had the potential to greatly reduce data movement

when Oak Rl dge National Labor at dhatyeuld otherwisghe inqurredgromycapying data back and forth
supercomputer broke the exaflop threshold Jnne2022[75]. In ~ Petween the CPU host meémory and the Gittleomemory.
the coming sections of this paper, wellgharesomedetailsabout While it would not be until 2015 when AMD launched t#eMD

technology trends and changes that affected the exascale roadmap'ga,adeolm _300 series_ GPUs featurisgicon interposer technology
as well as how the continually evolving technology landscape and 3D high-bandwidth memory (HBM)9], AMD was already

caused AMD to repeatedly revise and refine its vision for how to well along the path of bringing these products to the markes].

enable exascale computingrigure?2 also includes key technology Given_thenodg mer_n.o.ry bandvyidtharggt of 4TB/san HBM _or

introductions that we will revisit later in this paper HBM-Ilke solution utlller_]g 2.5D |nte_zgrat|orv_vas a natur'al st_artmg
o ) point (2.5D refers to usin@D stacking of die on passivesilicon

1.3 Objectives of this Paper interposer to combine multiple chips sid®y-side in a 2D arrange-

The purpose of this paper is to providbe broader research ment) [34].

community with an inside view into how an industrial research 2 Speculating on Future Technolog ies
team defines and refines a research agenda for an aggressive Ion&' P g . g .
The end of Mo o foreadasted many mdmptsnesb e e n

term objective such asachieving exascale computing over a . ’ =
decaddong time horizon. We describe the thinkingand rationale over the yearsand in 2012here existed similar concerns about
how silicon technologyscaling would slow dowrby the target ex-

behind ou initial vision for exascale computin{Section2). We ’ 5 o ]
then take the reader forward in time as the broader technology 2SCale timeframe At the time, AMD wasshipping products in a
landscape as well as AMDGs r 928M ROCess eenglegipli3ll.  Projegligg fopvparg, we pre- e
factors repeatedlyimpactedour approach to exascale computing dicted thatin 20192020we would be ina10nmtechnology _

(Section3). The paper also aims to highlight specific research _ 1€ physical construction of HBM uses 3D stacking of multiple

topics that were pursued in the course of this exascale endeavour? R*AM dies on top of each otheiVhile atthe time there were no

some of which had significant prdeﬁB %{agstfor gta}pkln)q I,gﬂﬂ:l?rsprogegg%cgea_q)n@p Bfreac?tb ram
and everA M D Irsaderproductroadmapand somethat are still other, we speculated that by the target exascale timeframe such
awaiting the right technology and market conditions to arise CaPabilities would be an option becaute fundamentaBD stack-

(Sectiord). While we provide a summary and overview of the final ing technologyis effectivelyagnostic to whether the individual sil-
design of AMDU s p r odepoged oim sthe Frontier icon dies areused for logic, memory, or some other purpose.

supercomputer(Sections), this paper isnota technical deeflive _With the_ assumption that 3D_ stacking tech_nology could be a
or product disclosure for any of those speciftomponents widely available technology during the target timeframee also



predicted thatthe decadeold processingin-memory (PIM) idea
[38][43][49][57][80][93], where multiple memory dies ar@te-
grated withcompute could be consideredMinimizing data move-
ment was seen asnaimportant aspect of improving bandwidth
while simultaneously reducing power consumptioandwe be-
lieved thatPIM couldadd significant valuén this regard.

As mentioned earlier, in the 2012 timeframe, the broader com-

puter architecture community
ability to continue technology scalingespecially for DRAM
[62][86][103]. NVRAM could potentially provide path to achiev-
ing the Daekal memsry capactyntargets in aore
scalable and/or costffective manner. The nemolatility of
NVRAMalso presented opportunities to improve tperformance
of checkpointing mechanisms often used in very large, long-
ning scientific simulationg71].

Similar to the topic of NVRAMat the time the computer archi-
tecture communitywas also very active in researchirigchnolo-
gies and applications of different types of silicon photonics
[23][58][66][98]. Photonic interconnects promis® significantly
increa® the amount of bandwidthat a lower effective energper-
bit cost,than one carpull out of or feed into a single package with-
out running against the pidimitations of a conventional electri-
cally-connected socket.

2.3 Initial Exascale Heterogeneous Processor

Combiningwhatwea | r eady
planstogetherwith our projections forpossibleechnologiesn the
exascale timeframeaye createdhe initial conceptf or an
Het erogeneous Processoruw
tional computational component fasur vision of a future exascale
supercomputef87].

At the heart of the EHP is a higherformance APldoupled with
a 3D DRAM (e.g., HBM) memory systeRigure3(a)shows a block
diagramof the original EHP.Multiple GPUbased accelerato(a-
beled Vector Unitsprovide up to 12DP TF of compute along with
eight x86 CPU cores that execute gezialportions of applications
as well as tarun the operating systermand other software. The
CPUand GPU have their own respective L3 cachas they are
kept coherentacross the system on chip (SoC) interconnethe
APU processing units share a single ueif memory system con-
sisting of 128GB of ipackage DRAMiIelivering dataat a rate of
up to 4 TB/s. At the bottom left of the figure the APU also has
connections to multiple NVRAMnodules outside of the package.
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Figure 3. (a) Block diagram of the Exascale Heterogeneous
Processor (EHP) concept from the original FastForward
program circa 2012, (b) illustrative packa ging view of the
EHP.
componentson to separate layers could provide opportunities to
fine-tune theprocess technology for each layés.g., CPU transis-
tors andmetal layers optimized for high frequency amdduced
latency). Note that in 2012, 3D meant using microbursacking
technology[30] asmodern hybrid bondingechniques[95] were
not yet being commerciallyconsidered Such a 3D organization
would imply significant thermal challengedikely necessitating
very aggressive liquid cooling or similar thermal solut&@nThe
3D-stacked APU would then be further 2.5D mounted on a passive
silicon interposeralong with eight stacks 0DRAM with 512GB/s

e

Due to the anticipated slower access latencies for NVRAM, theof bandwidth per stackThis vintage figure illustrates the DRAM

APU provisionsa memoryside cacheas a data staging/prefetch
areafor eachmodulepotentially combined with other accelerators
(e.g., data compression engineBachindividual NVRAM module
consiss of a 3D stack of NVRAM dieagbovea logic die that pro-
vides PIM capabilities Finally, an integratednetwork interface
card (NIC) with photonic interconnects providebigh-speed links
to the other nodes in the system.

The EHPutilizes a ombination of2.5D silicon interposer and
vertical 3D stacking to assemble allitdf§ componentsas shown in
Figure3(b). Thefigure illustrates a CPU die stacked on top of three
layers of GPU/vector unitsThe thinking behind this organization

stacks with four layers, but whater adjusted the concept to eight
high DRAM stacks consistent with HBMhe figure also illustrates
eight external stacks of photacally-connectedN\VRAM.

While AMD is not a system integrator, w&orked with multiple
system integrator partners texplore how the EHP could be as-
sembled into an exascale machin&t 12TF of peak compute per
EHP,we would need taggregatea minimum o0f83,334&£HPnodes
to reachthe 1.0 exaflop targetAs it would be unlikely for every
node to operate at 100&fficiency,such a machine would probably
haveover 100,000 nodes to actuakystain an exaflop of compute
(which also implies an upper bound of 200W perdeogiven a

was that 3D stacking would be needed to maximize the compute20MWw systerrevel target) Providing a highperformance, scala-

that could fit within the limited real estate of the package, the ver-

tical organization would help minimize the cost of data movement

among the compute componentnd separating the CPU and GPU

ble interconnect for 100,000 nodesuld be a significant challenge,

founda-



but as thatresponsibility would fall to the system integrators, we
do not focus orthat (very interesting) problem in this paper.

3 Refining Our Exascale Node Architecture

Over thefollowing years, we continued to conduct research into
many technologies that would be needed to suppaut exascale
node architecture (Sectio). As the various research efforts pro-
gressed combined withupdates toA M D cammercial roadmap
we revisited the EHP concept multiple timeser the yeasto im- o
prove the design and aligihwith updated technology assumptions @ ®)
foundry capabilitiespackaging advancementsic Figure 4. Slicon cost trends over time and (b) an AMD
3.1 EHP Concept v2, Circa 2014 EPYQ processor utilizing chiplets.

By the timewe startedour efforts in the FastForward 2 research
program, A MD taadmaphad internally made somsignificant o o e R
changes.As detailed inprior work [73], the projectedsilicon cost ﬁﬁ——-—-—ﬁ""
trend for leadingedge technology nodes wascreasingat an ac- ;
celerated rateas shown irFigure4 (a) This among other reasons,
led AMD to pioneer its chiplet technologfor building our proces-
sors with an example AMD EP Y& server processor shown ifig-
ure4b).One of the benefits of AMDU|EN
ity to reuse silicon components in multiple product configurations,
andso our next iteration of the EHP was modified wtilize both
the CPU chiplets (CCD) and the IO die (IOD) from our refigam
CPU server productéote that there was no concept of an 10D in
the original EHP fromFigure3). Figure5 illustrates this v2 EHP
where on the left side of the package one can find the 10D with

four CCDs. This decision to try to leverage thserver CCD and  programmer views as most frequently accessed could, for example,
IOD resulted in backing away from theggressive 3Bstacked or-  have a highon-chip cache hit rateand be largely insensitive to
ganization of the first EHPwith the consequence that the 2@- whether the backing copy is allocated to-package DRAM or off
ganized layout of th&€CDs and 10D needed to consume a signifi- hackage NVRAMAround this time, we were also starting to ques-
cant portion of the package real estate previously occupied by thajon whether NVRAM as &HRAM replacement or augmentation
3D DRAM. would be a commercially viable option ithe target timeframe.

To offset theloss ofpackaging area for the 3D DRAM, we mod- Backing off from NVRAM simplified the desidoy also omitting
ified the GPU prtion of the EHP so that the memory was directly the photonic links to the NVRAMand the memoryside caches
stacked on top of the GPUGiven thetrend toward breaking up  while allowing us to leverage the mainstream IODThe combina-
the CPU into chiplets, we alsposited that the GPU resources tjgn of 3D-stacked DRAM and no NVRAM algmit into question
would be similarly partitiored in the future, and so the figure illus-  how much additional benefit PIM might provide for this specific
trates one DRAM stack on top eachGPU chiplet. This version  EHp design. Note that while these features were removed from
of the EHPonly has enough room for four DRAM stacks, and so EHp v2we continuedsignificant researctefforts on these topics.
we alsodoubled the height of each stack to maintain the same |sgyes with EHP v2: This version of the EHP endedgbeing
amount of total capacity. drmally, reducing the number of stacks  gyerly optimistic aboutiow high the DRAM stacks would grow by
would also reduce the total bandwidth, but with 3D staukone  the target timefrane. At the time of this writing commercially
could double the bandwidto compensatde.g., by doubling the  ayaijlable HBMbnly implemenedeight-high stacks The GPUside
number ofvertical data connection)s The GPU chiplets are still s 3150 thermally problematic, as the heat from the highlstive
stacked on top of a silicon interposer to provide high bandwidth Gpy |ogic would be trapped under sixtekayers of DRAM The
between thembut the connection to the CPSldeis over the or-  gyerall balance of CPU vs. GPU resources in this version of the EHP
ganic substrate to maintain compatibility with the electrical inter- 55 alsaquite different from the first EHP. Given thepology of
face of the 10D. the 10D, we included four CDs that provide a total of 32 cores

In this v2 EHPsomefeatures from the original EHP are conspic- (four times more than the original EHPYhile the GPUilicon was
uously absent.In particular, the NVRAM was removed from the  reduced from three largestacked dis to four smaller chiplets.
concept for a couple of reasonSo-design activities withthe DOE  From our other research efforts, ttemputeper-mm? of the GPU
application experts suggested by restructuring algorithms andas expected to be improved compared to our original assump-
codes to makese of a multitiered memory organization would be  tigns of approximately 4TF per GPU dieut the overall balance
challenging. For example, in one study we asked DOE programgygg perhaps not ideal.
mers to identify the hottest data structures in their code, whichwe  aApD packaging engineers also raised concerns about the asym-
couldthenpintotheimpackage DRAM whi |l e @difdt theoléfalPphethde (@l CFddR b side, all GPU on the
could be lefin the NVRAM. However, we discovered thatin many qther) Routing /O andother external memorywould be more
cases this was subptimal because the data structures that a challengingwith the 10D skewed off center.Asymmetric power

Normali zed Cost2

CPU chicglpe'tPackage

GPU Chiplet
Silicon Interposer

Figure 5. Refinement of the EHP (v2), circa 2014



profiles betweenthe CPU and GPU sides of the packagelld
causemechanical stressemn the silicorpackage interface due to
large temperature gradients andismatches in the coefficient of
thermal expansion (CTE)f the different die bump, andpackage
substrate materialgotentially leading to die cracking, broken
bumps, etc.

3.2 EHP Concept v3, Circa 2016

The v2 EHP just described attempted to alitre CPU compo-
nentstoAMDUOs server roadmap, but
tradeoffsand concerns In particular, it eventually became clear
that 16high memory stacks would be unlikely in the target
timeframe Figure 6 showsour third major iteration of the EHP,
which AMD had previously detailed i2017[99].

The v3EHP reverts to eight DRAM stacksin the original con-
cept, butit retains the 3D stackingf the DRAMabovethe GPU
chiplets from the v2 EHRwhich alscenablesa doubling of the GPU
compute resourceselative to the v2 EHP.To further increase
compute densitythe v3 EHPalsoproposedhe usage of active in-
terposerg[54]. By movingas much norcompute resourceée.g.,
2.5Ddie-to-die interfacesfrom the GPU chiplets down to the ac-
tive interposer,the GPU chiplet could be packed with more com-
pute. § mi | ar t o h odwprofessbrs isnpleEnény the
10D in an older, more cosffective process node compared to the
CCDs[73], the active interposer diévhich acts like a 3Bstacked
I0D) canutilize similar costoptimizations. As can be seen in the
v2 EHP inFigure5, the nonstacked IOD consumes a significant
portion of the package real estat€o make room for all of the GPU
resources, we also exteadthe active interposer organization to
the CPUportion of the EHP

Issues with EHP v3: While the height of the DRAM stacks had
been brought back down to eight layetbe power density of the
GPUregionsstill present thermal challengezs we havenow re-
placed the passive interposer undernedtik GPU chipletsvith an
active interposer. While technically feasiblet he Ut ri p|l
DRAM onGPU on active interposer alsignificantly increases the
manufacturing complexity and in the coming years we would de-
termine that sucha capability would not be commercially available
in time for the first generation of exascale platforms.

3.3 EHP Concept v4, Circa 2018

One of the main challenges with the prior iterations of the EHP |nfinity Fabriod (IF)ports. However, the IOB @

was that weconstrainedthe design to fit within the bounds of our

Arl]e Sa'licvt)@riety Of

GPU cChi phRterposers
Figure 6. Refinement of the EHP (v3), circa 2016.
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Figure 7. Refinement of the EHP (v4), circa 2018.

work distribution among the GPU compute units woube far less
efficient to route among the larger number of chipled/e still use
apassive silicon interposer to connect each GPU chip with its four
stacks of DRAM. At this point, we also rebalanced the CR&}
&PUscomputarajio, ggucing the number of B€from eightin v3
down to two. This organization also allowed us teuse the 10D
and CCDs from the mainstream server parts as was done for the
v2 EHP.

The two Ui sl an d sustconfend@khlsom2o mp ut
physical distance between them. One optioowd be to route all
GPUto-GPU traffic through the 1 OD, L

I'F ports ar e

sioned for CPU levels of memory traffic (e.g., DDR) rather than

standard server packagin@e., the SP3 package used by the first\yhat the GPU requires (i.e., HBM levels). Instead, we proposed to

generations of EPY& servers). This createdseverereal estate

add multiple IF links directly across the package substrate between

pressure on the desighat drove the aggressive use of 3D stacking the GPUchips. The total distancesilarger than the GPitb-IOD

(die-on-die and interposestyled). As our researclactivitiesbegan
in the PathForward progranwe consideed new packaging alter-
nativesthat could provide more room to work with. This included
both internal packaging concepts as well as emerging extegfal
forts such asvhat eventually became the Open Compimject] s
(OCP)OCP Accelerator Module (OANT}9].

Figure7 shows the fourth iteration of the EHP, where we utilized

spacing, butt is still manageable (compable to the distance from
the 10D to the farthest CCD ian EPY® CPU product).

Issues with EHP v4: This EHP represestthe final version of
our exascale APU concept at the end of B®© E seses of*For-
ward programs. The remaining concerns were less about funda-
mental technologies but rather more abduisiness and othenat-
ters. One potential concernwas that the EHP fixes the ratio of

the additional package real estate to back away from 3D stackingcputo-GPU compute resources for a given package, and custom-

of CPUand GPU chiplets ortop of active interposers We also
recon®lidated the GPU chiplets from eight smaller chiplets into

ers with differentworkload requirements might prefer different ra-
tios. Another concern is that, despite the larger package sizes as-

two larger pieces of silicon. The reason behind this is that while symed in this EHP concepihere stillremainsasubstantial amount

there are significant cost benefitssociated with smaller chiplets
[73], thehigherbandwidth requiredo support data movemergnd

of silicon to be packed into a single module, which can make other



aspects such as power delivery apdckage 1/0O rouhg more dif- e -
ficult. B

3.4 Discrete Node Architecture
From the very beginning of our exascale journey, led with
the vision of utilizing an APU architecture to provide the best of
both CPW and GPW while making the processor easier to pro-
gram bysupporting a single unified memory system and cache co-
herence between the different processor typésowever, our re-
seach also consideredliscrete node architecturegDNA) that
could be constructed using a collection of discrete CPU and
GPUacceleratorcomponents Figure8 showsan example compute
node with four CPUs and eight acceleratot®ur proposedDNA
still supports cache coherence and a flat physical address space like
an APU, albeit at lower bandwidthend higher latencies given the
pin and interconnect limitations between disparate packages.
Throughoutthe *Forward research activities, we maintained fre- " "
quent discussions with multiple parties including various system Figure 8. Discrete Node Architecture consisting of inter-
integrators. The DNA was attractivéo some partners because the ~ connected CPUs (left) and accelerators (right).
separation of CPU and GPU components allowed theoustom-  in researching techniqe and enhancements for
ize platforms to provide different CPt-GPU ratios as well as to  microarchitecture Some of the work covered more geneapics
interoperate with other components. For example, some customsuch as branch predictiorinstruction fetch schedulingcaching
ers may have existing softwarinvestmaits in a different CPU ISA,  [59], and prefetching, but other activities focused on how to im-
but they are still interest edprbvethelGPlkkchitéctutegpecifichiy forsthe &/Ped of aompugel er at
4 Research Topics and memory paFterns exhibitgd byti2OEGs wor kl oads, v
Thus far, this paper has f oclPhauays achikecommerda) benchparks, o key messeggpare, o
. . o is that while’some in the academic research community may feel
ascale node architecture. Howevewyr *Forwardactivities con-

ducted research in a wide range of topics in support of our broadert hat Udoing researchu (i.e., publ

exascale visionThis section provides a briefverviewof someof seems harder these dayhese are still topics of keen interest to

this work, highlighting both successemdUd e f er r ed s dngucst‘ray,sagdenggﬁahat the research conferences support and

o encourage suc
4.1 Compute-Optimized GPUs I . . 4.3 Power-Performance Efficiency
A keyresearch focus area was on optimizing and improving our

GPU architectureso excel in generapurpose datgarallel com- Achieving the DOEagetlor 8OGHW) op i r

pue We asked tne question:  wau UL EOGRY B 84e o fapecte e
not actually have to worry about graphics? VeeidiedUc o mp ut e prog gan. '

optimized GP¥ wher e we r e speciakzethara-l | search plans included work on improving powperformance ef-
warethatis only used for graphicsendering taskge.g., color urts ficiency. This research included techniques for dynamically man-

L . o . ' aging power and improving the efficiency of CPU and GPU micro-
spline interpolators, depth processinghd would otherwise be : .

o : - architectureg67], data movement and networks on chifi§[24],

wasted dark silicori39] in an HPC environmentThe research ac- S
tivities covered other aspesbf making GPUsasier to program c_aches an_d memor2][82], circuit441] [104]’ and software algo-
for a wider variety ofapplications such as definingcalable scoped rithms. This .rgsearcl"cor.nplementedhg |ncrgasgd fogustaf-\MD
synchronization models[52], expanding the functionality of on powerefficiency as z:!hrst-class des_lgn objectiyahich hasex-
AMDUO s @& @eénmoftware platformdeveloping optimizations panded across our ‘?”“re ro_admgmhls was broadly represented
for DOE proxy workloads[14] on AMD GPUs and circuit and by our 25x20 initiative (which aimed to improve powperfor-
power-optimization techniques to improve h e GP U#€psr- p @zwgerefﬁmency)f AMD mobile processorby 25 from 2014 to
formance efficiencyThis computeoptimized GPU philosophy can 2020)1], anq our more recently updateix25targetfor acceler-
now be seen in AMDUs di f fteer e "ﬁt‘id compuiing no eFS]o W f8“Pd tqat.ipglwgigerfow\ﬁlrgzq eé—
RDNAG architecture targets gaming and graphics and the ficiency was a fruitful area of collaboration between research and
CDNAG architecture services HPC and machine learningge- ~ Product teamsas many mechanisms to improve powgerfor-
searchersnterested in exploring improgments to ouICDNA ar- ~ Mance efficiencyn generaipurpose server, consumeand mobile
chitecture are encouraged to leverage our oeurce gem5 GPU designscould be directly applied tiPC designs and vice versa
model[47]. 4.4 Reliability

4.2 CPU Core Microarchitecture The Reliability and Resiliency researekplored three areasn-
Although the majority of the computational horsepower for derstanding the nature of faults that occur in real HPC systems in
both EHP and DN#based platformscomes from the GPU re- the field [90][91], the development of earlgtage architectural

sources, in an age of widespread accelergtormd a h | 0s L fzi"‘W mgdgliﬂqtechniques and tool§ fathe EHP architec_ture and
not be forgotten. AMDas * Forward acti vi t'fWefult modasiil}, and explofing Jo-copt ipgyvasive fault




detection techniques for GPUs, building on prior research on re-simulator), and performance and powemeasuremerst on real
dundant execution techniques developed for CPL0s]. All three hardware[45]. Due to the range of analysis needed for the differ-
areas influenced how we approachegliability, availability, and  ent studies and research topics, in many cases we had to combine
serviceability RAS design for our products and enabled several results from multiple different toolsfor example utilizing cycle
fruitful collaborationswith the broader industryThe field studies level simulation to characterize detailed kernel behaviors, observ-
were carried out in collaboratiowith the DOE National Laband ing saling trendsfrom real hardware measurements, and then
yielded valuable insights int€PU, GPU, and DRAMIiability. For synthesizing it in an analytical model foroject/extrapolate to the
example the researchhelpedAMD collaboratewith the memory  full candidate node architecture designs. The composition of the
industry todrive improvements to the ECC architecture for HBM3 multiple disparate tools was often imperfect, but for the research
DRAM andthen standardizehat designat JEDEQ46]. AMD con- to make good progress, it is often better to have a rough answer in
tinues to studyreliability field dataat scaleand make oufindings a short amount of time versus waiting weeks months to perfect
available to the broader technical commun[82]. Another key in-  amuch more detailed or unified tool or simulatoespecially when
sight from our research was that targeted protection of hardware a variety of assumptions are going to change and evalv¢he re-
structures in the GPU, leveraging the fault modeling techniques wesearch continues to progress.

developed, is costeffective protection approach to enable their

resilience at scaleMore information about the overall body of re- The above summarizgust a few of thampactfulresearch areas
search and advanced development that led to the RAS architecturrom our *Forward researchBelow, we also discuss some of our
of the Frontier node can be found ja1]. research efforts that for various reasons did not make it into the
4.5 Programming Models and Software Optimi- 'St generation ofexascale machines.

zation 4.7 Multi -Level Memory

Throughout the *Forward programs, AMD maintained numer-  The original EHReoncept Eigure3) included a twetier memory
ous research projects in software systeriiéiis work focused both ~ System consisting of kpackage DRAM and external NVRAMs
on programming models and tools to best use platforms like the discussed earliethe NVRAM was omitted in subsequent itera-
EHP, and on applicatierand algorithmlevel research to optimize tions of the EHP concept.The UHoWl y o fGr develmul t i
scientific codes for them. Both aspects of this software work werememory architectureemains elusivewhere one canprovide the
major drivers of cedesign efforts with the DOE and were a strong capacity (and cost) of NVRAM while delivering the bandwidth and
bridge between AMD's research and the ogsmurce software latency of DRAM. AMDresearched a wide range of hardware,
community. software, and hybrid solutiong’0][81][83][88][94], but for a range

Many of our software research projects involveddesign with ~ Of reasonswe have not yet been entirely satisfied with anyfdhe
the DOE to help develop programming tools for heterogeneoussolutions. One key challenge is thatany ofthe proposiswork
systems, which were in a nascent state at the beginning of the *ForWell on averagebut they can still suffer fronaccess patterns that
ward program. We developed runtimes such as AT841], created ~ Cause performance to drop unacceptahlyd in a fashion that re-
models for acceleratedriven network interactions[50], ported ~ quires significant programmer effort to resolveinding effective
programming languages such as Chafi2®] and APIs such as multi-level memory architectures remains an important open re-
OpenMP® to AMD accelerators, and worked with the DOE to en-Search problem.
ablle frtameworks such as Kokk@&7] and RAJA33] on AMD ac- 4.8 Processing in Memory
celerators.

. ) o Data movement is a key challenge exascale systesfor both
Large efforts went into porting DOE exascale proxy applications

performance and power. PIM has always presented the promise of

to these mgchgnismm provide teSti_ng of oumodels feedback to drastically reducing the cost afata movemenbyinsteadUmo v i n g
proxy application creators, and training for both AMD and DOE your code to the data it A dnwlia-stazking technologynade

developers about optimizing software for heterogeneous systemsy caam that PIM could be a pokity in the exascale timeframe.
Similar efforts went into porting proxy applications to languages e AMD *Forward research studied many aspects of PIM includ-
such as OpenQh, C++AMP, OpenACC, and H[B2]. These port- o \vhat types of compute should be-tocated with memoryan-

'ng efforts also led to re;ea_rch into hew algorithms z_md optimiza- alyzingthetypes of workloads (or portions thereof) that could ben-
tions to accelerate applications of imest on the envisioned ex- efit from PIM offloading, programmingnodel implications, pack-
asca_le systems. _These ranged from algorithmic_primitives such 38ging and thermalsand more. The technology readiness of PIM
matrix computations[44][68] and graph analytics[28][32] to did not align with the exascale schedules, but multiple recent in-

higher-level application work on scientific problems such as com- g,y anrouncementsabout PIMcouldindicate that its timemay
putational fuid dynamics[27][78]. soonbe coming60][64][65].

4.6 Modeling and Simulation 4.9 Integrated Silicon Photonics

While not a technology directly embedded in the final exascale The desire to tilize integrated photonics in the exascale node
system desigmodeling, simulation, and overall projection of per- architecture had a similar outlook tVRAM andPIM. At the out-
formance, power, silicon area, and reaequired significaneffort  set of our exascale research, teavas already significant indus-
in a variety of ways. The tools utilized over a decade of researchrial and academic efforts prototyping and demonstrating multiple
spannedhe gamut including spreadshed¢vel modelsanalytical  potential options for inpackage optical interconnects

modeling, cycldevel simulation (e.g., genfd7][48], AMD-inter-  [23][58][66][98]. Our explorations included packaging studies,
nal simulators), emulation (e.gthe AMD SimNoww platform
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Figure 9. Synthesis of AMD exascale research concepts into the final components of the node architecture employed by the
Frontier supercomputer.

architecturaland memory systennterfadng, usage of wavalivi-
sion multiplexing, and interoperability with existing transport pro- . . . .
P g P y g port p The right side ofFigure9 shows the componentsf the Frontier

tocols. Similar to PIM, the amount of recent work and startups ‘ e which sts ofin AMD EPY® 7 A5 3 OD ¢t i
developingprototypes and testbeds brings hope that integrated computé node which consists oian ptir-

photonicsmight not be too far off mized 34 Gen EPY®lr  Cdadbiecoherently coupled over Infin-

. ity Fabria) links to four AMD Instinctc) MI250X acceleratordhe
4.10Asynthonous Data 'dEpendent_ Ta_Skmg_ ) figure visually highlights how this node design embodies a hybrid-
While traditional bulk-synchronous execution is sufficient for

e 4 . ization of the EHP and DNA approachealbeit with the compo-
many HPC applications, several emerging heterogeneous applicasenys distributed across different packaging boundaries thhe
tions require extensive intethread communication or include EHP. Specificallythe primarycompute components of tHenal v4
tasks with a wide diversity of runtimes. Maximizing performance EHP(Figure7) consistecbf two CPU chipletstwo GPU accelerator
for these applications requires hardware and runtimes that supportdies and eight stacks of DRAMand so he Frontier nodecan ef-

execution of asynchronous, muﬁtream, and datelependent fectively be viewed aa set of four EHP instances (highlighted by
tasks. Outeam pursued a coordinated set of hardwg8d|[85] e gifferent colored boxes on the riglside of the figure)con-
and software[15][16] enhancements to support these workloads joined by the 10D of th&PY@ CPU

and achieved impressive improvements for singhide HPC appli- There were several architecturand broader technology drivers
cations[56]. However, these enhancements have notyetlmpactedr or this UchhsnedEgPég @tr @dThd AMDt i o n
the official benchmark implementationssed for acceptance test- £py processoi n the Frontier node ext i

ing because bulk_ sypchronous implementations are better Su_itedstrategy[73]; in this case weeusethe CPU chiplets from the main-
for current MPI primitives. Our_worl_< on eXtended Task Qut_aue_lng stream server products, and the 10D heavily leverages existing IP
(XT_Q) [62] has the potentla}t_o simplify asynchronous tasl_< distri- it only the necessary modificationso support the shared
bution across nod_es, batdditionalhardware support for this tech- memory and ache coherency with the GPU accelerators.
no!ogy is stl_II required As more heterpgeneous accelerataray Removing the CPU and 10D components from the EHP package
be_lncluded N futL_Jre systems, developing rqbust supportfor sched-g e the two GPU accelerator dies to be placed directly next to
uling and executing asynchronous tasks will be paramount. each other to maximize the efficien@nd signal integrityof the
5 Outcome high-speeddie-to-die Infinity Fabriab links (as opposed to having

In May 2019, the U.S. DOE announced that it had contracted© cross a larger distance due to the presence of the 10D as was the
with Cray to build theFrontier supercomputer to be delivered to case in thev4 EHP). This also greatly alleviated issueslated to
Oak Ridge National Laboratofy4]. The Frontier Node Architec- the limited package real estate Thermatmechanical concerns
ture leverages concepts from both our EHP and DNA approsche Were also aided by maintaining symmgtin the respectiveCPU

in a way thatinterceptedour available technology options, desired and GPU packages.
roadmap alignment, ansichedule costraints. Pacing the CPU and GPU accelerator resources in separate mod-

ules enables system integrators to mix and match components to

5.1 From EHP to the Frontier Node Architecture
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Figure 10. Block diagram of one Frontier Compute Node with peak theoretical memory and interconnect speeds. The AX+X
GB/sAnotation indicates X GB/s of bandwidth each for send and receive.

achieve different CPU:GPU ratiadifferent node sizes (e.g., 1P vs.  Figure10shows the block diagram aine Frontiemodeinclud-
2P CPU configurations), and overall component interconnect to-ing the Infinity Fabriccy topology interconnecting the CPU and
pologies While the Frontier node design utilizes a fixed CPU:GPUfour accelerators The eight CPU chiplets can be partitioned into
ratio, other systems can be designed that have other ratios to meetour non-uniform memory access (NUMA) domains, wétpair of
their respectivetargetsystem requirements. CCDs associated withne MI250X accelerat (effectively one log-
5.2 Frontier Technical Details ?cal EHP_per NU_MA domain)Within a NUMA doma_in, one QCD
. is associated withone of the GPU accelerator dies within the
The ovgrall components of the Frontier supt_arcompghave MI250X pakage.
been detailed elsewhe{€6], so here we only provide a brief sum- The CPU and GPU accelerator components share a flat physical
l%emory space (i.e., amprocessorcan directly address the HBM in
any of the four accelerators and all of the DDR4 connected to the
CPU), and cache coherence is maintainewag allprocessrs. A
onsequence of extending our caebeherent Infinity Fabric
cross the multiple packages is that it creates a single logical inter-
connectfor both memory and 1/O Figurel0also shows how each
MI250X accelerator has a network interface (NIC) directly attached
which allows network data to be injected directly into an acceler-
at or 0s | oc arbuting Brisughtie thdstoCRW.

in 74 cabinets. Each compute node has @& EPY® 7A53
UOpt i niGen&lY&B C Bddh physical core provides two
hardware threads (simultaneous multithreaded). Thec64e pro-
cessor shares eight channels of DDR4 memory with 512GB of tot
capacity. Each node also has four AMD Instthd1250X accel-
erators, each with two GPU computged and eight stacks of
HBM2E memory supplying 128GB of capacédGBper GPU die)
The two GPUdiesimplementthe seconejeneration CDNA2 ar-
chitecture[11]in a6nmprocesstotaling 58 billion transistorg89].
EachAMD Instinctcy MI250X acceleratoran deliver a peakector 5.3 Software
doubleprecisionperformance of17.9TFanda peak of 3.2 TB/s of The *Forward projects highlighted thsignificance of software
bandwidth from the eight DRAM stacK40]. In addition to dou-  on exascalelass system&he systems are targeted at general sci-
ble-precision computethe CDNAZ2 architecture also provides  entific computation across a wide range of computational motifs
high-performance support folower-precision operations common and physical domains anthereforerequired softwarethat could
in artificial intelligence and machine learningorkloads[6]. Sig- supportthe standardtools of HPC.These tools includedetwork
nificant advancements were also mafie reliability requirements  software €.9.MPI), compilers€.g.,C++, Fortran, OpenM®), and
for which a retrospectivehas already been publish¢#l1]. profiling/debugging toolsFurthermore,many applicatiors desire
The MI250X computealies andthe HBM are cepackaged using performancgortability, enabling them tacompile andrun an iden-
A M DsUElevated Faout Bridge (EFB) technology that replaces tical codebaseacross a range of computer architectures and sys-
what would otherwise be a very larggassive silicon interposer tems.
(larger than reticle size) with multiple smallsilicon bridge chips AMDUOs ans wisthe RDGno operhsofsvare platform
built above( Ue | e thapaskah&upstrate[95]. [14], a full-stack open software platform encompassing















